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Thought of the Month – Portfolio Management with Blinders on?

One disturbing thought about portfolio management keeps rearing it's head: despite all of the talk about efficient frontiers, capital market lines, security market lines, betas, etc., it seems very few portfolio managers are able to broadly apply such concepts in practice due to the "transparency limitation" and other limitations such as timeliness of reporting, inadequate data, inadequately documented "legacy trades" inherited from former colleagues, etc. In other words, many portfolio managers oversee investments across a range of asset classes that could include investments in hedge funds, private equity, real estate, and other vehicles that make it very, very difficult for a portfolio manager to employ many empirically proven (or empirically debated, at the very least) principles of investing such as those mentioned above. The challenge lies in trying to persuade hedge fund and other investment managers to be more transparent, and to increase the frequency of revaluation and disclosure of positions, and internally, in improving documentation of the justification for positions and strategies, and in obtaining sufficient meaningful data points for illiquid positions, etc. With such improvements, one might be able to get a better picture of where his or her portfolio stands in relation to the efficient frontier.
Why is the Sky Blue? – Arithmetic vs. Geometric Rates of Return
When calculating annual performance of a fund or an investment over a multi-year period of time, questions arise as to whether arithmetic returns or geometric returns should be used.  To add to the confusion, sometimes equity and other index data are shown as arithmetic average annual returns while portfolio managers often show their returns as geometric returns.

Why are return figures sometimes shown as arithmetic averages and sometimes as geometric averages?  It really depends upon the purpose and intention of the data presented.  If the purpose is to show returns and compare them to benchmarks assuming an investment was made at any point in time, and not at the beginning of the time period, then perhaps the arithmetic average annual return is a better indication of the types of returns that can be earned from year to year in comparison to a benchmark.  If the purpose is to show how an investment would have grown over time in comparison to a benchmark then perhaps geometric returns would better show this relationship. To avoid confusion, however, when presenting portfolio returns versus a benchmark, it is very important to be consistent in the presentation by making sure that returns for both the portfolio and benchmark are either arithmetic or geometric averages, and not compare arithmetic averages to geometric returns. The following example illustrates the differences between arithmetic and geometric average rates of return.

Portfolio X started year 1 with a value of 100, rose to 200 by the end of year 1, then fell to 100 by the end of year 2.  The annual return for year 1 is [(200-100)/100)] = 100% and the annual return for year 2 is [(100-200)/200] = -50%.  The annual average return is calculated as follows: 
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Given the large difference in results, it is easy to see how important it is to know whether arithmetic or geometric average rates of return were used in a calculation. Another point to note is that although there was no change in portfolio value over the 2 years, the percentage loss in year 2 was only half the percentage gain in year 1.

Nourishment –  Option Volatility Revisited

For many of us, remembering how volatility is calculated proves difficult even if we are not long in the tooth.  This brief article provides some background material that might prove useful when calculating volatility in a Black-Scholes framework.  First, a discussion on historical volatility, followed by some comments on implied volatility.  In particular, the Black-Scholes option pricing 
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model is based on the premise that an underlying's returns are normally distributed and that volatility of such returns is constant over an option's life to expiration.  We all know that in the case of stocks or bonds, due to a price limit of zero, prices cannot be represented using a normal distribution since the lower bound of a price of zero could be violated if a normal distribution is used. Therefore a log-normal distribution has proven to be a better fit to represent prices over time. Chart 1 below shows 1,000 ‘simulated’ prices over time and chart 2 shows that the distribution of these prices closely fits a lognormal distribution
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However a log-normal distribution precludes the use of many useful statistical properties available under a normal distribution that allow further analysis.  By calculating the log of the ratio of two prices over each two consecutive days (ln [P2 / P1]) over a given time period, prices that are log-normally distributed are converted into daily returns with a normal distribution which is required for the Black-Scholes option pricing model. Chart 3 shows the distribution of the log of returns. From these converted daily returns, historical volatility is then calculated.


There are many subtle considerations that must be made when calculating historical volatility of stocks.  In particular, one must consider whether to exclude dates on which options do not trade due to holidays or other reasons, ex-dividend dates due to tax factors playing a role in the movement in stock prices on such days, etc.   Fortunately, expected returns for an underlying stock (regardless of whether they are calculated using the capital asset pricing model, analysts' expectations, or the dividend growth model) "fall out" during the derivation of the Black-Scholes formula (because of the risk-neutral valuation property), so it is not necessary to consider them when using the model or calculating volatility. 

Despite the advanced methodologies that have developed over the years in calculating historical volatility, deriving volatility from current option prices (referred to as "implied volatility") via the Black-Scholes model, or another pricing model, remains an important component in reviewing the reasonableness of option prices.  In fact, some empirical evidence indicates that implied volatility is a better predictor of future volatility than historical volatility.  Thus, it is important to compare historical to implied volatility over different time periods, and to use different volatility models such as "ARCH" and "GARCH" (see brief description below), and models employing exponentially weighted moving averages where larger weights are placed on more recent observations, etc., to determine a reasonable range of volatility as opposed to relying on only one calculation methodology.  

A final note is that the Black-Scholes model is a "special case" (closed form solution) of a binomial pricing model with an infinite number of steps, and empirical evidence suggests that the Black-Scholes model often provides a good approximation of option prices for European (i.e., cannot be exercised before expiration), non-dividend paying stocks while a binomial model is more appropriate for American (i.e., can be exercised before expiration), dividend paying stocks.

In addition to the supplemental spreadsheets and computations accompanying this document covering logarithms, exponential calculations, and samples of price change distributions (august_2001_calc_samples.xls), a few notes on terminology follows:  

Logarithms, to the base of 10 "common logs" or base of e "natural logs", are mathematical techniques that can transform skewness (i.e., the distribution of price changes for stocks are skewed in that the price limit of zero causes the left side to bunch together and the unlimited potential for price appreciation causes a fat right hand tail) into a symmetrical distribution by ‘spreading out’ all of the negative returns and ‘pulling together’ the very large returns on the right side of the mean.  Natural logs, and exponentials (which are mathematically inverse) are commonly used in many financial applications including continuous compounding and discounting, and fortunately excel and financial calculators can easily perform these calculations for you.  Natural logs of stock returns are referred to as "continuously compounded returns".

More on logarithms:

Using the example presented in the "Why is the Sky Blue" section above:

log of 100% return = ln(1+100%) = 0.693

log of –50% return = ln(1 –50%) = -0.693

log of 0% return = ln(1 + 0%) = 0

Notice how a normal distribution symmetry is achieved after taking the log of the returns ; taking the log causes the larger returns of (e.g., 1+100%) to exhibit the same distribution on the right-hand side of the mean return of zero as the left-hand distribution for smaller negative returns (e.g., 1-50%).

This same principle of reducing right-hand dispersion applies to any other percentage changes:

Example:  NAV starts at 100, rises to 125 at the end of year 1, and then falls back to 100 at the end of year 2; => 25% increase in year 1 and –20% decline in year 2.  After taking the logs, ln(1+25%) = 0.223 and ln(1-20%) = -0.223, the returns are symmetrical.

Further to the above discussion on volatility, the following terminology is frequently encountered:

Arch and Garch models – empirical evidence shows that while security returns are independent over time (i.e., not autocorrelated), the variance of such returns is not.  Arch and Garch models are fancy mathematical techniques designed to estimate future volatilities using recent volatility figures and trends in volatility by capturing any observed autocorrelation in historical volatilities (as opposed to Markov processes which are based on the idea that past figures are irrelevant when predicting the future).  

Stochastic Process – processes whose outcomes are based on random movements through time are called stochastic processes.  Empirical evidence suggests that security returns follow a stochastic process and the label "Random Walk" is often used to describe this process.  Other stochastic processes relevant to the pricing of options and other derivatives are:


Markov process – a particular type of stochastic process where only the current price, not the past history, of a variable is relevant for predicting the future price(s).

Wiener process – a process that is sometimes referred to as geometric brownian motion, and is a particular type of Markov process.  It assumes that the next price movement is randomly drawn from a standardized normal distribution, is proportional to the length of time, and independent of previous price changes.

Generalized Wiener process – an extension of the Wiener process that includes a constant drift (i.e., a positive or negative trend, such as the expected return of a security) over time.

Geometric Wiener Process – a stock follows a geometric Wiener process if the distribution of logarithmic returns over any period of time is normally distributed with a mean that is proportional to the time period and a volatility that is proportional to the square root of the time period.  The Black-Scholes model, as well as some value-at-risk models, assume that logarithms of security returns follow a geometric wiener process

Ito process  - another type of Markov process and extension of the generalized Wiener process where both the drift and standard deviation are no longer constant but a function of time and the underlying variable. The Ito process was further refined to include a "lemma"* and "Ito's lemma" is one of the most common mathematical derivations used to price derivatives. Ito's lemma is also required to derive the Black-Scholes equation where the drift later falls out from the equation and standard deviation is assumed to be constant.

* a lemma is an extension or subproposition of an overall mathematical model

Volatility Smile – although the Black-Scholes formula assumes that volatility is independent of strike price, options often exhibit higher implied volatilities at very low or very high strike prices, and lower volatility around at-the-money strike prices.  Graphically speaking, plotting strike on the x-axis and volatility on the y-axis, the result is often a "smile" (fx options) or maybe a "grimace" (equity options).

Note:  Much of the information above was taken from the following sources:

John C. Hull, Options, Futures, and Other Derivatives, Third Edition, Prentice Hall, 1997

Marc Lore and Lev Borodovsky, The Professional's Handbook of Financial Risk Management, Butterworth-Heinemann Finance, 2000

Frank K. Reilly and Keith C. Brown, Investment Analysis and Portfolio Management, 6th Edition, Dryden, 2000

Peter Ritchken, Derivatives Markets: Theory, Strategy, and Applications, Harper Collins College Publishers, 1996

Andrew F. Siegel, Practical Business Statistics, Fourth Edition, McGraw Hill, 2000

Feedback
As always, we greatly appreciate your comments and feedback.  We realize that our ideas and information might be cutting edge, futuristic kind of stuff or mysterious in some ways.  E-mail us anytime at help@financialcontrollimited.com if you would like a) for us to clarify anything, b) to recommend improvements to us, or c) to just debate with us – we like philosophy especially as it relates to financial services!

Return to home page:  www.financialcontrollimited.com
Arithmetic average return:	[(100% + -50%)/2] = 25%


Geometric average return:	[(1+100%)*(1+-50%)]^(0.5)-1 = [(2*0.5)]^(0.5) -1 = 0%
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